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Abstract
Motivated by reactive sensor-based motion control problems that are ubiquitous in robotics, we consider a physicallysituated stimulus response task. The task is analogous to the moving dots task commonly studied in humans, where
subjects are required to determine the sign of a noisy stimulus and respond accordingly. In our physically-situated task,
the robot responds by navigating to one of two predetermined goal locations. Our task is carefully designed to decouple
the robot’s sensory inputs from its physical dynamics. This decoupling greatly facilitates performance analysis of control
strategies designed to perform the task.
We develop two strategies for performing the task: one that attempts to anticipate the correct action and another that
does not. We consider two metrics of task performance; namely, total time required for the robot to reach a goal location
and the total distance traveled in doing so. We derive semi-analytical expressions for the expected values of the two
performance metrics. Using these expressions, we show that the anticipatory strategy reaches the goal location more
quickly but results in the robot traveling a greater average distance, which corresponds to exerting greater physical effort.
We suggest that this tradeoff between reaction time and physical effort is a fundamental tension in physically-situated
stimulus-response tasks.
Keywords:

Perceptual decision making, drift-diffusion model, affordance
competition, robotics

Acknowledgements
This work has been supported by US Air Force Research Laboratory grant FA8650-15-D-1845 subcontract 669737-6.

∗

Web: https://www.paulreverdy.com

x0

x0

vτ

x0

ℓ0
x*
2

2d
(a)

x*
1

x*
2

x*
1
(b)

x*
2

x̄*

x*
1

(c)

Figure 1: Task geometry. (a) The robot is initially located at x0 ∈ R2 and needs to travel to either x∗1 or x∗2 depending on
a noisy signal. (b) In strategy 1, the robot only moves after deciding and follows the trajectory shown. (c) In strategy 2,
the robot moves towards x̄∗ at speed v until deciding at time τ , then travels to the chosen goal.
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Introduction

Robots often need to choose an appropriate behavior in response to some stimulus from the environment. Sensors are
often mounted on the robot itself, so the information gain from sensing depends on the physical state of the robot. This
coupling greatly complicates analysis of the control problem. Here we consider a task with simple sensing that decouples
the sensor from the physical state.
Stimulus response tasks have been extensively studied in the psychology and neuroscience literature. A standard model
with optimality properties is the drift-diffusion model (DDM) [1]. In the psychology literature, studies generally focus
the decision-making process and assume that the action of reporting the decision requires some constant response time
[1, 2]. In contrast, physically-situated tasks require costly movement and different decisions require different physical
actions. The so-called affordance competition hypothesis [3], [4] suggests one mechanism for negotiating decisions in
such physical contexts. In previous work [5], we began to develop a control architecture termed motivation dynamics
for implementing a form of affordance-competition-like decision making in robot systems. In subsequent work [6], we
began to investigate applying the motivation dynamics control architecture to reactive sensor-based motion planning.

2

A physically-situated stimulus response task

Key to developing metrics for physically-situated stimulus response tasks is choosing a task whose analysis is tractable.
We consider a scenario where the robot is a point x in the Euclidean plane R2 . The robot is equipped with a sensor which
measures an environmental signal e(t):
e(t) = s(t) + σz(t),
(1)
with s(t) ∈ R, σ > 0, and z(t) iid Gaussian noise. Thus, e(t) ∼ N (s(t), σ).
The robot is to perform a stimulus response task. In particular, if s(t) = µ > 0, the robot is to drive to position x = x∗1 ,
while if s(t) = −µ < 0, it should drive to x = x∗2 . Essentially, the robot is to carry out a sign test on its observed signal
data and respond according to the perceived sign of the true stimulus s(t).
We assume that the response locations x∗1 , x∗2 are separated by a distance 2d and that the robot’s initial physical state
x(0) = x0 is a distance `0 away from the midpoint x̄∗ = (x∗1 + x∗2 )/2 in the transverse direction, as shown in Figure 1.
Note that we have chosen this symmetric initial condition merely to simplify analysis and presentation.

3

Decision-making apparatus

The optimal decision-making scheme is the DDM, i.e., the continuum limit of the SPRT. Let y ∈ R be the accumulator
state of the DDM. Then y obeys the SDE
dy = Adt + cdW, y(0) = y0 = 0.
(2)
Decisions are made when the state y crosses one of two thresholds ±Z ∈ R. Crossing +Z > 0 means go to location 1;
crossing −Z < 0 implies go to location 2. Let τ represent the time at which the decision is made.
Let p+ (τ ) be the distribution of DT = τ assuming that the positive boundary is associated with the correct response.
Well known that this distribution can be derived by solving the appropriate backward Kolmogorov or Fokker-Planck
equation. Usually expressed as a power series [2]:
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where α = Z/A is the scaled threshold and β = (A/c)2 is the signal-to-noise ratio.
Probability of crossing the correct, positive boundary = 1 − ER, where
ER =

exp(2αβ)
1
⇒ 1 − ER =
1 + exp(2αβ)
1 + exp(2αβ)

(4)

Analogously, let p− (τ ) be the distribution of DT = τ assuming that the accumulator crosses the negative (incorrect)
threshold and produces an erroneous response. The two distributions p+ and p− can be related using ER [2]:


ER
p− (τ ) =
p+ (τ ).
(5)
1 − ER
Note that both distributions p+ and p− have the same mean hDT i = α tanh(αβ) [2].
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Control strategies

For simplicity in this initial work, we study two explicit strategies: integrate-until-move and integrate-while-hedging.
Whenever the robot chooses to move, it does so at constant speed v. In the first strategy, called integrate-until-move, the
robot performs the task by waiting to move until it has reached a decision. The robot decides by integrating stimulus
information according to the DDM (2) until the accumulator state y crosses a threshold ±Z. Upon reaching a decision,
the robot travels directly to the corresponding goal state: if y crosses through the threshold +Z, the robot travels to goal
1 located at x∗1 , while if y crosses through the threshold −Z, the robot travels to goal 2 located at x∗2 . See Figure 1(b).
Note that this integrate-until-move control strategy results in the robot traveling the minimal distance required to complete the task. However, the time spent integrating stimulus information is wasted in the sense that the robot does not
move until it has reached its desired level of certainty in its final decision. If the signal-to-noise ratio is low, the decision
time may be significant relative to the the travel time required to carry out the physical action associated with the decision. In such a scenario, it is likely beneficial to begin moving before a certain decision can be reached. This motivates
the second strategy presented below.
The second strategy we consider, called integrate-while-hedging, seeks to capture the benefit of moving before reaching a
decision in a way that is analytically tractable. Given the geometry of the task shown in Figure 1(a), it is clear that one
can anticipate moving towards either goal location by moving toward the point x̄∗ = (x∗1 + x∗2 )/2 that is the midpoint
between the two goals. Therefore, moving towards x̄∗ is a natural way to move while hedging, i.e., without committing
to either decision.
This hedging observation motivates the following integrate-while-hedging control strategy. In this strategy, the robot
performs the hedging action, i.e., moves towards x̄∗ , while integrating stimulus information. When the accumulator
variable y crosses a threshold, the robot makes a decision and travels to the corresponding goal. If the robot reaches the
midpoint x∗ before making a decision, it stops moving until a decision can be reached. See Figure 1(c).
Note that, compared to the integrate-until-move strategy, the integrate-while-hedging strategy is likely to result in the
robot traveling a larger distance. The advantage is that, by moving in such a way as to approach both goals while
gathering information, the integrate-while-hedging strategy may result in a shorter overall response time. Quantifying
this tradeoff between total time and travel distance is the subject of the next section.

5

Performance metrics

We analyze performance in terms of the two quantities: total distance traveled and total response time. Note that the
total response time required to perform the task is the sum of decision time and travel time.
For the purposes of analysis, assume that the initial physical state at time t = 0 is as given in Figure 1(a) and that the
initial accumulator state (cf. (2)) y0 = 0. The stimulus e(t) is assumed to be zero for t < 0. At time t = 0, the stimulus
s(t) takes value µ and remains constant for the duration of the task. Without loss of generality, we assume that µ > 0,
so the correct response is to travel to goal 1 located at x∗1 . Finally, we assume that the robot travels at a constant speed v
whenever it decides to move.
We consider the task to end either a) when the accumulator state crosses the negative threshold and the robot makes
an incorrect decision, or b) when the robot reaches the correct goal state x∗1 . Since the decision-making process is independent of the robot’s physical state x, the probability of the task ending due to an incorrect decision is given by the
error rate expression (4) for either of the two control strategies. Note that the error rate can be controlled by selecting
the threshold Z. Therefore, we focus on distance traveled and total response time conditional on the robot selecting the
correct response.
2

5.1

Travel distance

We first consider the total distance traveled. Let τ be the random variable denoting the first passage (i.e., decision) time
for the DDM decision process (2). When using the integrate-then-move control strategy, the robot’s motion is the same
for any correct decision, and will result in traveling a total distance
q
(6)
D1 = d2 + `20 .
Conditional on making the correct decision, the quantity D1 is deterministic.
When using the integrate-while-hedging strategy, the robot first travels towards x̄∗ at speed v until it makes a decision
at time τ . The distance traveled before making a decision is given by min(vτ, `0 ), where the minimum operation results
from the robot stopping at x̄∗ if it reaches that point before making a decision. After deciding, the robot moves directly
to x∗1 , which requires traveling a distance
p
p
(`0 − min(vτ, `0 ))2 + d2 = max(`0 − vτ, 0)2 + d2 .
The total distance traveled in this scenario is
D2 = min(vτ, `0 ) +

p

max(`0 − vτ, 0)2 + d2 .

(7)

Note that the quantity D2 is a random variable because it depends on the random decision time τ .
5.2

Total time

Now, consider the total time required for the response using the two strategies. Recall that τ is the random variable
denoting the first passage time of the decision process (2). When using the integrate-then-move strategy, the travel
time is D1 /v, which is deterministic conditional on making the correct decision. Thus, the total response time using the
integrate-then-move strategy is
q
T1 = τ + D1 /v = τ +

d2 + `20 /v,

(8)

where the only source of randomness is the decision time τ that appears additively.
When using the integrate-while-hedging strategy, the travel time after making a decision is
The total response time is
p
T2 = τ + max(`0 − vτ, 0)2 + d2 /v,
where the randomness from τ enters in a nonlinear way.
5.3

p

max(`0 − vτ, 0)2 + d2 /v.
(9)

Expected performance

The total distance and total time metrics evaluated in (7), (8), and (9) are random variables due to their dependence on
the random decision time τ . To facilitate comparison between the two strategies, we consider the expected values of the
various metrics. Consider first the integrate-then-move strategy. Let ED1 and ET1 be the expected values of D1 and T1 .
We have
q
ED1 = D1 = d2 + `20
(10)
since D1 is deterministic. As noted above in (5), the expected value of τ is equal to α tanh(αβ) and this expected value
is also equal to the conditional expected value of τ given that the positive (correct) threshold is the one that is crossed.
Thus, the expected value of T1 is given by
q
(11)
ET1 = α tanh(αβ) + d2 + `20 /v.
Now, consider the integrate-while-hedging strategy. Let ED2 and ET2 be the expected values of D2 and T2 . The nonlinear
way in which τ enters in the expressions for D2 and T2 means that computing their expected values requires evaluating
integrals that do not appear to have analytical solutions. Thus, we resort to numerical approximations. In particular, we
compute the quantities
Z ∞
1
ED2 = E [D2 |correct response] =
D2 p+ (τ )dτ, and
(12)
1 − ER 0
Z ∞
1
ET2 = E [T2 |correct response] =
T2 p+ (τ )dτ,
(13)
1 − ER 0
where ER is the error rate (4) required to condition on the robot selecting the correct response and p+ (τ ) is given by (3).
3
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Figure 2: Error rate (4); expected total distance (10), (12); and expected total time (11), (13) for the two strategies as
a function of normalized threshold α. Panel (a) shows data from a high signal-to-noise ratio environment with β =
(A/c)2 = 1; (b) a low signal-to-noise ratio environment with β = 0.1. Intuitively, the integrate-while-hedging strategy
results in smaller expected total time (i.e., a faster response) at the cost of a larger expected total distance traveled. The
other problem parameters were set to d = `0 = 1 and v = 1, respectively.
Figure 2 shows the results of numerically evaluating the error rate (4) and cost metrics (10)–(13) in two different environments. In both panels, the physical problem parameters were set to d = `0 = 1 and v = 1, respectively, and the various
metrics are plotted as functions of the normalized threshold α = Z/A. Panel (a) shows results for an environment with
high signal-to-noise ratio, β = 1, while panel (b) shows results for an environment with low signal-to-noise ratio, β = 0.1.
Intuitively, the integrate-while-hedging strategy results in smaller expected total time (i.e., a faster response) at the cost
of a larger expected total distance traveled.
In future work, we intend to study a more complete set of control strategies for this task in order to find a set of optimal
strategies. It is likely that the set of optimal strategies trade off between the two metrics we consider, much as statistical
hypothesis tests trade off between the probability of type I and type II errors. A single optimal strategy can then be found
by selecting an optimal balance between these two metrics, e.g. in terms of relative costs of movement versus idle time.
We postulate that the motivation dynamics control framework studied in [5, 6] will outperform both the integrate-thenmove and the integrate-while-hedging strategies.
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